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ABSTRACT 

Conformant planning is the problem of synthesizing an executable sequence of 
actions such that the sequence can be executed from an initial state with uncertainty to 
achieve the specified goal without sensing. Effects of actions may be uncertain. We report 
on a reuse-based system for conformant planning. Given a new conformant planning 
problem, the plan reuse system searches for the best candidate problem in the plan library. 
It uses a highly-efficient subgraph isomorphism software and numerical and graphical 
encodings of world states as a part of the problem matching phase. It then modifies the 
retrieved plan to solve the new problem. The system uses a heuristic to decide whether to 
continue plan reuse or invoke a generative planner. It is capable of reusing multiple plans 
from the plan library. An empirical evaluation of the plan reuse system on more than 100 
problems with various sizes from 6 benchmark domains is reported. This shows that reuse 
helps in scaling up conformant planning techniques.  

 

บทคัดยอ 
การวางแผนแบบสอดคลองกัน (Conformant Planning) เปนปญหาในการคนหาลําดับของการ

กระทําที่สามารถนําไปใชได โดยท่ีสถานะเริ่มตนของปญหานั้นมีความไมแนนอน แตมีความตองการ
ที่จะไปถึงสถานะเปาหมายโดยไมมีการตรวจสอบสถานะในขณะท่ีทําการกระทําน้ันๆ งานวิจัยน้ีเปน
การเสนอแนวทางในการแกปญหาโดยใชวิธีการนําแผนที่เคยใชแลวกลับมาใชใหม ทําใหสามารถ
แกปญหาบางปญหาที่มีขนาดใหญและไมสามารถหาลําดับของการกระทําที่เปนคําตอบไดในเวลา
จํากัด การทํางานของระบบจะเริ่มตนเมื่อมีปญหาในการวางแผนใหมเขามา ระบบจะทําการคนหาวา
ปญหานี้ไดเคยมีการหาคําตอบแลวหรือไม โดยใชวิธีการคนหาปญหาอื่นๆ ที่เคยหาคําตอบไวแลว     
ที่มีความใกลเคียงกับปญหาใหม หลังจากน้ันระบบจะตัดสินใจวาจะทําการแกไขคําตอบของปญหา   
ที่ไดมีการหาคําตอบแลวใหเปนคําตอบของปญหาใหม หรือจะทําการคนหาปญหาเกาที่มีความ
คลายคลึงกับปญหาที่คนพบ ระบบมีความสามารถที่จะนําแผนหลายๆ แผนที่เปนคําตอบมาเรียงรอย
และปรับปรุงใหเปนคําตอบของปญหาใหมได ระบบไดผานการทดสอบโดยใชปญหาในการวางแผน
มากกวา 100 ปญหาจากกลุมของปญหา 6 กลุมที่เปนมาตรฐานของการทดสอบปญหาในการวางแผน 
ผลการทดลองไดเสนอในบทความวิจัยน้ี และจากผลการทดลองพบวา การนําแผนกลับมาใชใหม
สามารถขยายความสามารถของเทคนิคในการแกปญหาในการวางแผนแบบสอดคลองกัน และสามารถ
แกปญหาที่มีขนาดใหญไดอยางถูกตองและมีประสิทธิภาพมากขึ้น 

 
1. INTRODUCTION 

Plan Synthesis is an important subfield of 
Artificial Intelligence (A.I.).  Informally, planning is 
the problem of finding a course of action that helps 
an agent achieve a desired configuration of its world, 
while meeting certain behavioral constraints.  Of late 
there has been a significant interest in automated 
planning due to a very rapid progress in plan synthesis 

in the last 13 years. Many efficient algorithms have 
been developed to solve classical planning problems 
and planning with time and resources.  However, 
there is a class of problems that deal with the 
uncertainty of the world, and these classical planning 
algorithms fail to solve these kinds of problems.  
This paper discusses one specific area of planning 
under uncertainty, called “Conformant Planning'”, 



and discusses a new approach to construct a more 
efficient system to solve the conformant planning 
problems. 

Classical Planning is the problem of synthesizing 
an executable sequence of sets of actions such that   
the sequence can be executed from a completely 
described initial state to achieve the specified goal. 
Classical planning assumes that the environment is 
static and completely observable, the actions are 
deterministic, and the perception is perfect. A classical 
planning problem can be specified as the three tuple 
<I,G,O> where I is the completely specified initial 
state, G is partially specified goal state, and O is the set 
of operators.  A planner has to generate a plan P (an 
executable sequence of sets of actions) to reach G 
from I.  

A simple example of a classical planning problem 
is a problem from “blocks domain”, where we need 
to find a plan for a robot with one gripper to move 
blocks from a given initial state to a goal state.  There 
are four operators in this domain; Pickup, Putdown, 
Stack, and Unstack. Actions are ground instances    
of operators.  Pickup(A) is the action of picking up 
block A from the table, under the conditions that the 
robot's gripper is empty and there is no block on top 
of block A.  Putdown(A) is an action of putting block 
A on the table, under the condition that the robot is 
holding block A. Stack(A,B) is the action of putting 
block A on top of block B, under the conditions that 
the robot is holding block A and there is no block on 
top of B.  Unstack(B,A) is the action of grabbing B, 
which is on top of A, and holding it.  Now we can 
define one simple problem from this domain where 
the fully described initial state I=[on(A,B), onTable(B), 
clear(A),handempty] and the goal G=[on(B,A), 
onTable(A),clear(B)].  A valid plan for this problem is 
P=[Unstack(A,B), Putdown(A), Pickup(B), Stack(B,A)].  

Generally, a classical planning problem has 
several solutions.  An optimal solution is generally 
the plan with the lowest number of steps.  The plan 
above has four steps and four actions.  The number of 
actions in a plan may be higher than the number of 
steps in the plan since multiple non-interfering 
actions can occur at the same step.  For example, 
consider the problem of moving 20 packages       
from Bangkok University’s City Campus to Rangsit 
Campus.  This problem can be solved optimally with 
a 3-step plan, which has 41 actions.  At first step, we 
need 20 actions to load 20 packages into a truck at 
the City Campus.  This loading of 20 packages can be 
done concurrently. At the second step, one action     
is required to drive the truck from City Campus to 
Rangsit Campus.  At the final step, another 20 
actions are required to unload 20 packages con-
currently from the truck at Rangsit Campus. 

STRIPS (Stanford Research Institute Problem 
Solver) planning problems do not involve numerical 
variables, time, objective functions, and uncertainty.  
The problems in the real world are far more complex 
than can be expressed using the STRIPS language.  
In the recent years, many planners that can handle 

problems specified in more expressive languages 
have been developed.  Those planners are TGP 
[Smith & Weld 1999], SAPA [Do & Kambhampati 
2001], TP4 [Haslum & Geffner 2001], Metric-FF 
[Hoffmann 2002], MIPS [Edelkamp 2000], TP-CSP 
[Mali 2002], LPG [Gerevini et al 2003], and S-MEP 
[Sanchez and Mali 2003].  Despite the more complex 
and more expressive planning problems these 
planners can handle, they still rely on the classical 
assumptions that actions are deterministic, the 
environment is static and completely observable, and 
the initial state is fully known.  The work amount of 
on planning under uncertainty is far less than the 
work amount of on planning under certainty. 

There are some new challenges introduced by 
uncertainty.  For example, actions may have uncertain 
effects, the initial state may be only partly specified, 
and there may be many possible initial states. The 
challenge then is to find a “strong plan” [Cimatti & 
Roveri 2000] which is guaranteed to achieve the goal 
despite the nondeterminism of the domain, the 
uncertainty in the initial state, and the uncertainty in 
the effects of actions.  

Conformant Planning [Goldman & Boddy 1996] 
is the problem of finding an unconditional plan, 
which does not rely on the run-time information 
gathering (or sensory actions) to guarantee the 
achievement of the goal.  There is an uncertainty in 
the initial state and effects of actions may be 
uncertain in conformant planning.  An example of a 
conformant planning problem is finding a plan that 
moves a robot to the specific location in a 3-D grid 
space, when the initial location of the robot is 
unknown.  Conformant planning is attractive when 
sensing is impossible or expensive. Conformant 
planning is challenging since finding a single plan that 
takes many possible initial states to goal without 
sensing is computationally difficult. Because of 
uncertainty, the plan is related to many different 
executions, which must be all taken into consideration. 
This makes conformant planning significantly harder 
than classical planning [De Giacomo & Vardi 1999]. 
Basically, the classical planning problem belongs to 
complexity class NP or PSPACE depending on 
planning domain and planning problem [Bylander 
1994]. [Rintanen 1999] shows that conformant 
planning and conditional planning belong to the same 
complexity class, and that they at least belong to 
complexity class PSPACE.  That means that there is 
no polynomial-time translation from conditional 
planning or conformant planning to classical planning.  

There are many practical applications of con-
formant planning.  The one that is well-known is 
NASA's Mars Rover Operations.  Consider a rover 
operating on the surface of Mars.  Everyday there are 
many different scientific experiments that the rover 
could perform. Many constraints such as task 
priority, amount of time, amount of data storage, and 
energy consumption are assigned to each experiment. 
Each experiment has conditions that must hold before 
performing that experiment.  For example, the rover 



must be at a specific location for each experiment, 
and it needs to operate and calibrate the attached 
instruments. Moreover, the amount of power 
available varies according to time of day, since the 
rover's power is mainly generated by solar cells 
whose function depends on the angle of the Sun.  
One of the objectives in this case is to find a plan 
which achieves all tasks with the smallest energy 
consumption and within shortest time. However, 
from the problem description, it is clear that there  
are many uncertainties in this problem, especially    
in the world state.  Planning under uncertainty and 
conformant planning play an important role in this 
domain since the plan created on Earth may not work 
on Mars.  An interesting fact is that the 1997 Mars 
Pathfinder rover spent between 40% and 75% of its 
time doing nothing because of plan failure.  
Moreover, [Bresina et al 2002] show that the existing 
methods of planning under uncertainty failed to solve 
this real world problem because of their limitations.  
Therefore, this class of problems is still open and 
challenging to people working in the AI planning 
area. 

 

2. RELATED WORKS 
In recent years, many generative conformant 

planners have been developed.  They include CGP 
(Conformant GraphPlan), CMBP (Conformant Model- 
Based Planner), HSCP (Heuristic-Symbolic Con-
formant Planner), GPT (General Planning Tool), C-Alt-
Alt (Conformant A-Little-bit-of-This A-Little-bit-of-
That), FragPlan (Fragment Planner), and Conformant-
FF (Conformant-Fast-Forward). 

The CGP planner [Smith & Weld 1998] creates 
a different planning graph [Blum & Furst 1997] for 
each world and assigns mutex (mutual exclusion) 
constraints between them.  When an action is selected 
in one possible world, its effects must be taken into 
consideration in another world and captured by 
multiple planning graphs. 

CMBP planner [Cimatti & Roveri 2000] uses the 
Binary Decision Diagrams (BDD) to compactly re-
present the finite state automaton, which is a planning 
domain. BDD is used as a compact representation of 
world state.  CMBP encodes the goal state and all 
possible initial states into two separate BDDs.  It then 
performs a backward search from the goal, and finds 
appropriate actions.  For each action, it creates a new 
BDD that represents the set of possible states before 
applying that action, and maps the new BDD to      
the old BDD.  This process keeps repeating until    
the BDD that represents all possible initial states is 
found.  Then the conformant solution is the path from 
the initial BDD to the goal BDD. 

Unlike CMBP that uses BDD representation and 
breadth-first search approach, the GPT planner 
[Bonet & Geffner 2001] uses A* search to determine 
how an action maps a current set of states to a set of 
resulting states.  Briefly, the cost of achieving a goal 
from the current set of states is approximated by the 

maximum cost of achieving the goal state from any 
state in the set.  HSCP planner [Bertoli et al 2001], 
 
a successor of CMBP, uses both heuristic search and 
BDD compact representation to solve conformant 
planning problem. C-Alt-Alt [Bryce & Kambhampati 
2004] is based on Alt-Alt [Nigenda et al 2000]; a 
planner for classical domains.  It does regression 
search in the space of belief states; sets of possible 
states at a given time.  It uses a set of heuristics on 
single and multiple planning graphs to determine the 
reach ability of the goal from the current state. 

Yet another approach to find a conformant plan 
was introduced in FragPlan [Kurien et al 2002]. 
FragPlan tries to find a plan that works for a single 
initial state and extends it to work for all possible 
initial states given in the problem description.  Since 
each plan for each initial state contains a sequence   
of actions or a fragment that may exist in the 
conformant solution, the FragPlan finds the proper 
fragment for each initial state and puts fragments 
together to form a conformant solution. 

Conformant-FF [Brafman & Hoffmann 2004] 
introduces an interesting approach to solve the 
conformant planning problem.  It is well-known    
that conformant planning can be transformed into      
a search in the space of possible belief states. 
Conformant-FF replaces the need to store sets          
of possible states with reasoning about the effects     
of action sequences.  The reasoning part is done by 
deciding the solvability of SAT instances in CNF  
that capture the semantics of an action sequence. 
Conformant-FF is based on FF (Fast-Forward) planner, 
which is a very successful planner in classical 
planning. Conformant-FF uses implication graph 
[Aspvall et all 1979] of 2-CNF formula to reason and 
capture the true semantics of action sequences 
leading to the sets of possible states. 

Plan reuse for classical planning has been 
investigated in PRIAR [Kambhampati & Hendler 
1992], SPA [Hanks & Weld 1994], and [Nebel & 
Koehler 1995].  Generally, plan reuse consists of  
two steps; identifying the best reuse candidate from 
the plan library and modifying the candidate plan     
to solve the new problem. Nebel and Koehler 
theoretically show that plan reuse does not achieve a 
provable efficiency gain over generating a plan from 
scratch in their influential paper [Nebel & Koehler 
1995].  Moreover, the worst-case complexity analysis 
results in this paper show that plan reuse may be 
computationally more difficult than plan generation. 
Still some planning domains can benefit from plan 
reuse.  There has been an enormous progress in 
solving classical planning problems in the last eleven 
years. There have been major computational advances 
in solving conformant planning, but there is a lot     
of room for improvement in the efficiency of 
conformant planners.  Hence it is worth investigating 
the utility of paradigms like plan reuse in scaling up 
conformant planning techniques.  The contributions 
of this paper are as follows. 



• We report on the first reuse-based system for 
conformant planning. The system uses numerical and  
 
graphical encodings of world states and Nauty, a 
highly-efficient subgraph isomorphism software to 
retrieve a suitable plan to reuse. 

• The system uses a heuristic to decide whether to 
retrieve additional plans to reuse or invoke a generative 
planner. It uses efficient conformant planner CFF to do 

plan generation in case continuing reuse is estimated  
to be less efficient than generative planning.  

• We report on an empirical comparison of the 
reuse-based system, CFF, and MBP on more than 
100 problems from 6 benchmark domains. The 
evaluation shows that reuse allows the system to 
solve much bigger problems much faster than the 
efficient generative conformant planners. 

 
3. PLAN REUSE SYSTEM 
 

 
Figure 1: Architecture for plan reuse in conformant planning. 

 
Figure 1 shows the processes in the reuse 

system. It does not handle uncertain effects of 
actions. A set of possible states at a given time         
is called a “belief state". The reuse system accepts 
the initial belief state in DNF.  A reuse-based 
conformant planning problem  is specified as 

 where new  is the initial belief 
state (a set of fully specified initial states), new  is 
the goal, newO  is the set of all actions, and L is the 
library of previously solved conformant planning 
problems, where new distinguishes the problem from 
old problems whose solutions are in L. Removal of   
L yields a generative conformant planning problem. 
Problems in L may have objects with different names 
than new .  Problems in L may have a different 
number of various types of objects in different states 
than . 

newP
),,,( LOGI newnewnew

P

P
S

I
G

B
new

Notation: i  denotes a fully-specified state. i  
denotes a belief state.  denotes the graphical 
encoding of a fully-specified/belief state A. ij
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denotes that  is one of the states that are logically 

ORed to form i . r  denotes the partial con-
formant plan found by doing reuse. rC  is con-
tinuously refined by appending action sequences 
found by reuse or plan generation. 
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3.1 Plan Library Structure 

A plan library consists of solutions to problems 
from many planning domains. For example, all 
problems from “Block" domain are stored in the 
same group, which is separated from the problems 
from “Bomb" domain. Each domain contains 
subdomains that differ in the number of objects in the 
planning problems stored under them. For example, a 
planning problem with 3 blocks belongs to a different 
subdomain than the problems with 5 blocks. Figure 2 
shows Block domain containing one subdomain and 
one problem. Domain contains a list of predicates 
followed by the operator definitions which are 
followed by the similarity metric information.  Each 
subdomain contains information about previously 
solved planning problems. This information consists 



of the initial belief state, the goal, and their numeric 
encodings and the plan. Moreover, each subdomain 
contains the lists of objects and propositions relevant 
to the problems in the subdomain. To solve an n-
blocks problem by reuse, the system requires a k-
block problem in the plan library, n≥k. In general, to 
solve a problem P by reuse, it requires the library to 

have a problem 'P  from the same domain as P such 
that the number of objects of various types in 'P  do 
not exceed the number of respective objects in P. 
This is because the system is designed to reuse plans 
for small problems with fewer objects to find plans 
for much bigger problems with many more objects. 

  

 
 

Figure 2: Blocks domain. 
 
 

3.2 Numeric Encodings of States 
Assume that there are k predicates in the 

predicate order in a domain description (k=4 for    
Fig. 2). Numeric encoding  of a fully-
specified state  from domain D is 21 kiii , 
where kiii 21  are the number of ground 
instances  of the k predicates in the predicate       
order for D that occur in i . i  is a conjunction     
of kiii 21  predicates. “count” in the 
“metric” section of Fig. 2 denotes that the number of 
ground instances of the predicates in a state are 
counted. Let a belief state i  in DNF be 

21 m , where the m states are fully-
specified. The numeric encoding i  of i  is 

21 m . M(I1),M(G1) in 
Fig. 2 serve as examples of numeric encodings of 
states. 
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3.3 Similarity Metric 

“lesseq” function preceding (count on), (count 
ontable), (count clear) and (count handEmpty) in the 
metric section of Fig. 2 is used in estimating the 
similarity between two conjunctive states belonging 
to the library and the new unsolved problem as 
follows.  States i  (exists in the library) and j  
(exists in the new problem which is unsolved) are 
similar only if ji 11

S S

aa ≤ , ji 22 , ji 33 , ..., 
kjki

aa ≤ aa ≤
aa ≤  (k=4 for Block domain). Domain-specific 

functions “count” and “lesseq” can be replaced by 
other more informative functions to change the 
similarity metric.  Count function is not informative 
in Cube domain but a simple function which extracts 
values of specific arguments of predicates is usable 
for Cube.  All empirical results were obtained with 
“count” and “lesseq”. Estimate_Similarity function   
 



 
is used to estimate the similarity between belief  
states i  and j .  Its output θ is the number of pairs 
of elements a,b such that (i) i , (ii) 

j , (iii) a,b are both similar, (iv) the 
similarity between a and multiple members of 

j  contributes only 1 to θ, and (v) the 
similarity between multiple members of i  and 
b contributes only 1 to θ. For example, the result of 

32  is 2, where 
M(B2) = <(1,3,4,1),(1,7,2,1),(1,8,2,2),(2,6,2,1)>  and 
M(B3) = <(1,8,2,2),(1,6,2,1),(1,3,4,1)> assuming 
“lesseq” function for estimating the similarity of 
conjunctive states. 
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3.4 Graphical Encoding 

We assume that all members of  are 
propositions or unary or binary predicates.  i  is 
a directed graph with colored edges.  There is a 
distinct vertex for each object that appears in some 
predicate.  There is a distinct dummy vertex for each 
proposition in i . Each edge color encodes a unique 
predicate or proposition. 1  where 1  contains 
on(A,B), clear(A), onTable(B), and handEmpty 
contains 3 vertices A,B and dummy and 4 edges. 
clear(A) is represented by a loop at A with unique 
color for clear.  handEmpty is represented by a loop 
at dummy with a unique color for handEmpty. 

onTable(B) is represented by a loop at B with a 
unique color for onTable. on(A,B) is represented by 
an edge directed from A to B with a unique color for 
on.  Let 2  contain clear(A), clear(B), onTable(A), 
onTable(B) and handEmpty. Let 1  be 21 . 

1  includes 1  and 2 , some edges of 
which have same color due to presence of clear, 
handEmpty and onTable in both 1  and 2 . 1  
and  have distinct vertices for A,B and 
dummy. 1  contains vertex 1V  with 3 edges 
with same special color c directed from 1V  to A,B 
and dummy in 1 .  1  contains vertex 2V  
with 3 edges with same special color c directed   
from 2V  to A,B and dummy in 2G 1G as a 
vertex called “root” with 2 edges with color c going 
out of it into 1V  and 2V . 1  has 17 edges 
(include 8 loops) and 9 vertices. Figure 3 shows the 
structure of this encoding. In domains like Logistics 
where there are objects of more than one type, there 
are additional predicates like package(x), truck(x) 
specifying objects types and these lead to additional 
edges with different colors.  The reuse system uses   
a generalization of this approach to construct a 
graphical encoding of an arbitrary belief state. 
Graphical and numeric encodings of states are 
constructed in polynomial time. The similarity 
between numeric encodings is estimated in 
polynomial time. 
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Figure 3: Graph representation of 2 problems in 2-block domain. 
 

3.5 Plan Library Manager 
It adds/removes problems and their plans 

to/from the plan library.  The current version of      
the system does not remove plans and problems from 
the library. 
 
 

3.6 Problem Matcher 
When called for the first time, the problem 

matcher estimates the similarity between new , new  
and the initial belief states and goal of the problems 
in the most relevant subdomain in L using the 
numeric encodings of these states.  The most relevant 
subdomain in step 1 in Fig. 3 is the subdomain with 

I G



the number of objects of various types closest to   
(but all less than or equal to) those in new .  It 
estimates the overall similarity by a linear weighted 
combination of the similarity between initial belief 
states and the similarity between goal. Our 
experiments showed that the results were better  
when we assigned more weight ((1-λ)) to goal 
similarity than the similarity between initial belief 
states. λ is a user-specified parameter. λ= 0.35 was 
used in the experiments since it gave good results 
during our experiments (We tried experimenting the 
value of λ to be 0.05, 0.15, 0.25, … until 0.75, and 
we found that setting the value to be 0.35 produced 
quite good matching selections).  It selects n 
problems i  from L with highest overall 
similarity and creates n separate graphical encodings 
of the initial belief states ( i ) of these 
problems, n being a user-specified parameter.  The 
empirical evaluation used n=10. If fewer than n 
problems are available in the chosen subdomain,  
step 2 in Figure 4 selects all of them.  The problem 
matcher then invokes the publicly available subgraph 
isomorphism software Nauty (by Brendan McKay, 
ANU) up to n times on the pairs , 

2 new ,..., newn . If suc-
cessful, it returns the isomorphism from which        
the matcher extracts an object substitution list         

 for the purpose of replacing the objects from 
i
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 with objects from new .  It creates     
upto n modified initial belief states  
from . It selects the plan for that  for which 

newj  is the 
maximum among the upto n estimated similarity 
values. If the maximum value is 0, the system invokes 
plan generation and does not attempt further reuse. 
The problem matcher applies substitution jT  to the 
plan A for j  from the library to yield A’, a partial 
plan for the problem new .  It also returns Bj’. Steps 
4 and 5 in Figure 4 modify copies of relevant 
problems from L and do not change L.  Numeric 
encodings are used for retrieving relevant problems 
fast and graphical encodings are used for getting       
a mapping of objects from the unsolved problem      
to those in the relevant problems in the library.        
In the second and latter calls, the problem matcher 
(Figure 4) deals with the intermediate belief state t  
returned by the most recent call to plan simulator 
instead of . 
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Given L, , , output the best candidate problem and its plan:  newI newG

iB

iv1
iv2

1. For each problem P  in the most relevant subdomain in L:  i
P

I

• =initial belief state of . =goal of .  i iG

new

newG

• Compute  
=Estimate_Similarity(M( ),M( )), and  iB

G=Estimate_Similarity(M( ),M( )).  i
2. Pick the top n problems that have the highest value of +×= λλ .  
3. For each problem jP  in the selected top n problems, call Nauty on  and  and find the 

object substitution list  from  to .  
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4. Pick the problem jP  from the n problems for which j  is 
maximum and positive as the best candidate where  is derived from j  by applying jT . If the 
maximum value of '  is 0, exit the problem matcher and 
invoke generative planner on ( .  

))new

(M
)newnewnew

5. Replace the objects in plan A of  selected in step 4 using  to get modified conformant partial 
plan A'.  

6. Return  and A'.  '
jB

 
Figure 4: Outline of the problem matching algorithm. 

 
3.7 Plan Modifier 

The modified initial belief state and modified 
plan output by the problem matcher are sent to the 
plan modifier.  The modified plan A' may have 
actions that are irrelevant to solving the new 
problem.  Plan modifier algorithm (Figure 5) tries to 
compactify A' by removing potentially irrelevant 
actions.  Plan modifier creates a leveled graph 
consisting of belief state levels and action levels. 

Each action level has only 1 action.  Each belief state 
level has only 1 belief state. The plan modifier 
applies A' to 0  and not new  for efficiency. 
Generally 0  has far fewer objects than new . So it 
is faster to apply A' in 0  than new . In the second 
and future calls to the plan modifier (Figure 5), the 
modifier works using t  instead of new , where t  
is the output from the most recent call to the plan 
simulator. 

B
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Let 0  be the modified initial belief state of the best candidate problem and  be the 
modified partial plan output by problem matcher. Output compactified partial plan A'':  

B ],...,[' 1 qaaA =

1. For each state , remove  from  if 0Bbi ∈ ib 0B newi Ib ∉ .  
2. For i=1 to q:  

• Create an action node at level i.  
• Compute the successor belief state i  as follows: for each state B 1−∈ iBb , create , where 

. Mark b' and  if b'≠b.  
iBb∈'

),(' iabapplyb = ia
3. Let the new partial plan A'' be empty.  
4. For each action 'Aai ∈ , append  to A'' if  was marked.  ia ia

Figure 5: Outline of the plan modifier algorithm. 
 
3.8 Plan Simulator 

Plan simulator applies partial plan  
returned by plan modifier to new  when the simulator is 
called for the first time. In the second and latter calls, 
the simulator applies A'' to t  output by it on the 
previous call. This application generates upto t belief 
states , 2 , ..., .  If there exists a belief state 

 where newG  is true, then the system 
outputs the sequence  of actions obtained by appending 
[ 1a ,..., i ] to r  as a valid conformant plan for new .  
Otherwise t  is the output of plan simulator. Next, the 
system determines whether  should 
be sent to the plan generator or ( newnewt  
should be sent to the problem matcher for exploring 
further reuse.  This decision is made by plan reuse 
decider.  
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3.9 Plan Reuse Decider 

The decider uses the relaxed planning graph (as 
in FF, a predecessor of CFF) to estimate the distance 
from the t  output by the plan simulator to new . 
The decider constructs a separate relaxed planning 
graph from each state i  in t  and uses backward 
search to find a separate relaxed plan from iS  to 

.  Let il  be the length of relaxed plan for state 
t .  The estimate of the length of relaxed plan 

t  for  is the sum of the lengths of relaxed plans 
for all i  in t .  Next, the decider sends newt  
to the problem matching unit which then passes its 
output to the plan modifier.  Let α be the length of 
the action sequence A'' returned by the plan modifier. 
If t

B

t

*C

G

G,

S B

newG
iS ∈

L
B

B
S

(>

B

)

B

Lα , where C is a user-specified con-
stant, then the system invokes plan generation for  
the following two reasons (otherwise A'' is appended 
to r ): (i) The plan found by doing further reuse 
may have too many actions even if the plan simulator 
discovers that A'' achieves newG  from t .  Such a 
plan may have far more actions than the plan found 
by appending to  the plan found by CFF. (ii) If A'' 
does not achieve newG rom tB en the partial plan 
obtained by appending A'' to rC  m lead to a belief 
state vB  fro  which newG  ther than from tB . 

 experiments showed that 2 ≤ C ≤ 3 is a good 
range in general. If C is too high, the system spends 
more time on reuse than generation.  If the value of  
C is too low, the system spends less time on reuse 
and rushes to plan generation. Once the plan reuse 

decider invokes CFF, the system does not attempt 
reuse.  The final conformant plan is a concatenation 
of conformant partial plans A'' from each iteration   
of plan modifier and the partial plan output by CFF. 
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.10 Plan Generator 
 of the initial belief state is 

diffe

. EMPIRICAL EVALUATION 
 results on six 
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.1 Block Domain 
ain used in our experiments is 

diffe
m i

3
The input format
rent for CFF than our system. CFF uses CNF for 

the belief states. L, problem matcher, plan modifier 
and plan simulator use DNF to represent the belief 
states. The reason for using DNF is that it is easier to 
determine the similarity of belief states encoded in 
DNF than CNF. The reuse system uses a simple 
algorithm to compactly convert the belief state output 
by plan simulator in DNF into CNF before invoking 
CFF.  
 

4
We report on the empirical
hmark conformant planning domains (Block, 

Logistics, Bomb, Safe, Grid, and Ring) in this 
section. Since no other conformant planners do plan 
reuse, we compared our system with highly-efficient 
generative planners CFF and MBP.  The first plan 
under each domain in the plan library was found by 
CFF.  The remaining plans in L were outputs of the 
reuse system. L was incrementally augmented as 
problems were solved with the reuse system in the 
same order in the tables of results. A PC with single 
2 GHz Intel Pentium 4 processor equipped with  
1 GB of main memory running on an un-optimized  
Ubuntu Linux operating system was used for the 
experiments.  The CPU time limit was 8100 seconds. 
The running times reported are cpu seconds. - 
denotes that the problem was not solved.  The times 
for the reuse system include the times for problem 
matching, plan modification, plan simulation and 
plan generation. 
 
4

The Block dom
rent from the Block domain defined previously. 

Instead of having 4 operators; pickup, putdown, 
stack, and stack, it has only 3 operators; move-b-to-b, 
move-bstack-to-t, and move-t-to-b. The “move-b-to-
b” operator moves block on the top of one stack to 



the top of another stack.  The “move-stack-to-t” 
operator moves block on the top of one stack to  
table. Finally, the “move-t-to-b” operator moves 
block from table to the top of a stack. 21 Problems 
from this domain were used. The problems were 
attempted in the same order in which they appear   
in the tables. Initially the plan library was empty.  So 
the first plan stored in the library is always found  
by Conformant-FF.  Remaining plans in the library 
are outputs of the reuse system. The library is 

The block problems are in format “[block]-
[tower]-[top]" where [blo

  

  

incrementally populated. 

ck] denotes the number of 
blocks in the problem, [tower] denotes the number of 
towers of blocks in the problem, and [top] denotes 
the number of the blocks at the top of each tower 
whose position is uncertain.  For example, there are  
6 fully-specified states in the initial belief state of 
problem 15-1-3 since the top 3 blocks can be in any 
of the 3! orders. 

 
 

Block CFF MBP Reuse Bomb CFF MBP Reuse 
06-1-3 0.17 0.45 0.29 50-1 11.91 3.52 22.22 
06-1-4 1.04 2.4 0.52 75-1 71.19 8.94 8.48 
06-1-5 - - 11.26 100-1 285.28 13.25 27.72 
06-2-2 0.14 0.48 0.54 125-1 869.64 96.72 61.87 
10-1-3 0.49 2.95 0.61 150-1 1457.84 365.28 119.48 
10-1-4 4.1 38.56 2.89 50-5 9.96 36.82 8.7 
10-1-5 - - 31.05 75-5 62.56 132.69 33.63 
10-2-3 15.85 50.64 5.04 100-5 260.27 335.84 43.12 
10-2-4 14.74 - 14.83 125-5 814.97 1894.36 86.66 
15-1-3 5.65 18.52 4.66 150-5 2057.11 - 149.67 
15-1-5 - - 39.12 50-10 8.22 152.49 30.96 
15-2-3 142.1 520.49 39.44 75-10 56.09 368.27 46.67 
15-2-5 - - 22.02 100-10 233.79 1295.52 73.55 
15-3-3 15.39 54.56 53.61 125-10 743.78 4637.84 94.96 
20-1-3 26.01 34.32 11.01 150-10 1896.92 - 134.03 
20-1-5 - - 52.29 50-50 1.33 2036.71 30.5 
20-2-3 565.94 1046.57 42.26 75-75 3.2 - 14.55 
20-2-5 - - 55.48 100-100 7.49 - 18.36 
25-1-3 85.69 342.52 29.84 125-125 15.9 - 14.2 
25-1-5 8.76 - 107.34 150-150 30.99 - 23.84 
25-2-3 2329.33 - 103.73     

 
Table 1: The running times on Block and Bomb domains. 

 
 
4.2 Bomb Domain 

In the Bomb or “Bomb-in-the-toilet” domain, 
there are only 2 operators; dunk and flush. The 
“dunk” operator will dunk the bomb into the toilet if 
the toilet is not clogged. The “flush” operator will 
flush the given toilet. Due to an uncertainty in which 
package contains bomb, it is necessary to find a plan 
that defuses all bombs. The format of the problems is 
[package]-[toilet], where [package] is the number of 
packages, and [toilet] is the number of toilets. 
 
4.3 Safe Domain 

In the Safe domain, there is only one com-
bination that can open the safe.  The goal in this 
domain is to find the right combination to open the 
safe.  The right combination is unknown.  There is 
only 1 operator in this domain; “try” operator tries to 

open the safe using given combination.  The format 
of the problems is [combo], where [combo] is the 
number of possible combinations. 
 
4.4 Grid Domain 

A 2-dimensional square grid exists in the Grid 
domain.  There is a robot which can move from one 
point to the left, right, upper, or lower position on the 
grid.  Initially the robot is placed at an unknown 
position on the grid.  It has to find the way to the 
lower-left corner position.  There are 4 operators in 
this domain; “moveLeft”, “moveRight”, “moveUp”, 
and “moveDown”.  The format of the problems is 
[size], where [size] is the dimension of the grid.  For 
example, problem 5 will be the case that the robot is 
placed in an unknown position of a 5×5 grid



 
Safe CFF MBP Reuse Grid CFF MBP Reuse 
10 0.42 0.08 0.43 3 0.23 0.18 0.25 
20 0.65 53.41 0.8 4 0.39 0.31 1.88 
30 6.03 152.37 1.1 5 0.8 2.51 1.81 
40 25.75 367.29 1.74 6 4.27 12.49 2.03 
50 93.1 576.82 1.89 7 83.68 65.28 3 
60 391.61 872.64 2.74 8 516.17 - 5.77 
70 478.78 1362.54 3.65 9 4078.4 - 10.95 
80 967.63 4057.29 4.61 10 6817.65 - 13.74 

100 2893.73 - 8.45 11 - - 16.19 
110 - - 12.93 12 - - 20.41 
120 - - 13.14 13 - - 30.96 
140 - - 14.06 14 - - 43.32 

    15 - - - 
 

Table 2: The running times on Safe and Grid domains. 
 
4.5 Logistics Domain 

In the Logistics problems, each city has at least  
1 airport and optional non-airport locations.  A truck 
can be used only to commute between locations in 
the same city.  An airplane can be used to commute 
between any airports, which may be in the different 
cities.  Packages can be at any location in any city. 
The goal is to find a conformant plan that collects  
the packages and distributes them to the specified 
locations. There are 6 operators in this domain; 
“loadTruck” is an operator to load a package into a 
truck. “loadAirplane” is an operator to load a package 

into an airplane. “unloadTruck” is an operator           
to unload package from a truck. “unloadAirplane”    
is an operator to unload package from an airplane. 
“driveTruck” is an operator to drive a truck from one 
location to another location. Finally, “flyAirplane” is 
an operator to fly an airplane from one airport to 
another airport.  The format of problems is [airplane]-
[city]-[location]-[truck]-[package], where [airplane] 
is the number of airplanes, [city] is the number of 
cities, [location] is the number of locations per city, 
[truck] is the total number of trucks, and [package] is 
the total number of packages. 

 
 

Log CFF MBP Reuse 
1-3-2-3-3 0.8 1.56 1.33 
1-5-2-5-5 1.18 4.79 1.69 

1-10-2-10-10 5.65 15.63 4.48 
1-15-2-15-15 44.29 104.72 11.3 
1-20-2-20-20 276.36 763.85 30.6 
1-25-2-25-25 1266.67 - 89.26 
1-30-2-30-30 7950.06 - 102.72 

2-3-4-3-6 1.85 5.48 10.72 
2-5-4-5-10 6.98 27.45 19.6 

2-10-4-20-20 217.22 897.93 68.31 
2-15-4-15-30 3057.06 - 106.33 
2-20-4-20-40 - - 120.23 
2-25-4-25-50 - - 167.64 
2-30-4-30-60 - - 133.55 

3-3-2-6-3 0.73 3.16 10.33 
3-5-2-10-5 1.24 17.93 13.5 

3-10-2-20-10 5.63 34.27 36.64 
3-15-2-30-15 32.62 - 49.21 
3-20-2-40-20 164.49 - 57.19 

3-3-3-3-3 0.9 4.52 12.91 



Log CFF MBP Reuse 
5-5-5-5-5 5.56 23.75 14.18 

10-10-10-10-10 4074.41 - 42.17 
15-15-15-15-15 - - 64.12 
20-20-20-20-20 - - 70.13 

 
Table 3: The running times on Logistics domain. 

 
 
4.6 Ring Domain 

In the Ring domain, n rooms connected to each 
other in the shape of ring. Each room has a window, 
which can be either opened, locked, or closed.  All 
windows are opened, and the robot is placed in an 
unknown room.  The goal is to lock all windows.     
A window has to be closed before it is locked.  There 

are 3 operators in this domain; “moveNext” moves 
robot from one room to another room, “closeWindow” 
closes window in the current room, and “lockWindow” 
locks the window in the current room. The format        
of problems is [room], where [room] represents the 
number of rooms.  

 
 

Ring CFF MBP Reuse 
3 0.06 0.01 0.09 
4 0.26 0.04 0.91 
5 0.56 0.07 1.05 

10 0.79 0.13 3.72 
15 2.9 0.46 10.54 
20 40.41 0.92 14.19 
25 93.77 2.56 24.05 
26 387.77 2.78 23.82 
27 211.75 5.92 27.24 
28 1058.59 5.87 31.22 
29 465.88 8.21 37.7 
30 1810.07 12.94 42.27 
35 6723.59 35.68 53.35 
40 - - 73.35 
45 - - 95.82 
50 - - 120.46 

 
Table 4: The running times on Ring domain. 

 
Planner total prob. Solved # of prob. solved fastest 
Reuse 105/106 65/106 
CFF 84/106 22/106 
MBP 65/106 18/106 

 
Table 5: The total number of problems solved by each planner, and the number of problems each planner solved 

fastest. 
 

The plan reuse system solved more problems 
than the other two planners.  This is due to the ability 
to reuse past plans because of which the system can 
pass a significantly simplified problem to CFF.  CFF 
significantly contributes to the efficiency of the 
system by solving the newnewt  problem.  
The system did not solve problem 15 from Grid       
as CFF did not solve the subproblem passed to it.      

The ability to reuse helps the system solve larger 
conformant planning problems faster than the 
generative planners.  In most domains, CFF and 
MBP outperformed plan reuse system on the first  
few problems. Once the problems got bigger, the 
generative planners spent much more time searching 
for a valid plan.  

>< OGB ,,



The system reused multiple plans from L while 
solving many problems.  The number of actions in 
the plans found by the system varied from 10 to 562 
(562 in the plan for logistics problem 2-30-4-30-60). 
This variation for CFF and MBP was respectively   
10 to 299 and 6 to 299.  Over the problems that both 
the system and CFF solved, the system’s plans had 
10.58 % extra actions on an average than the plans 
found by CFF. Over the problems that both the 
system and MBP solved, the system’s plans had 
19.42 % extra actions on an average than the plans 
found by MBP.  There are several reasons for the 
longer plans generated by the system.  One reason is 
that the plans reused are generated by the system 
which is not optimal.  Another reason is that plan 
modifier in the system is not guaranteed to remove 
all irrelevant actions.  Third reason is that the system 
extends only one partial plan (ignoring other shorter 
plans) until the generative planner is invoked.  On an 
average, approx. first 67 % of the actions in the plans 
output by the system for the 105 solved problems 
occurred in the partial plan based on reuse and the 
remaining 33 % actions occurred in the plan output 
by CFF.  This shows that reuse indeed significantly 
contributed to the final plan and passed a simplified 
task to the generative planner.  
 

5. DISCUSSION 
We reported on the first reuse-based system for 

conformant planning.  This system uses numeric and 
graphical encodings of states along with easy-to-
provide domain-specific similarity metrics and highly 
efficient subgraph isomorphism software Nauty to 
retrieve an appropriate plan from the library.  We 
reported on an empirical comparison of the system 
with two highly efficient generative planners.  This 
shows that the system significantly benefits from 
reuse and and that reuse helps in scaling up 
conformant planning techniques. 

On some problems, the plan reuse system was 
slower than other planners.  This is mainly because 
the time spent on a problem matching unit or plan 
modifier was much higher than the time needed for 
generating a plan from scratch.  Moreover, most of 
the problems on which the generative planners were 
faster than the plan reuse system are small problems. 
The lengths of the plans found by the plan reuse 
system are generally higher than the lengths of       
the plans from these 2 planners.  One reason behind    
this is that the library does not contain optimal 
solutions to the past problems.  Even though the plan 
modification unit removes some unnecessary actions 
from the plan, there is no guarantee that the length of 
the final plan will be lower than the length of the 
plans generated by the generative planners.  This is 
because the plans for the past problems contain some 
actions that are applicable in only some of the states 
in the initial belief state of the new problem.  
Therefore, there are some extra actions in the final 

plan generated by the plan generation unit.  These 
actions are included to make the final plan valid. 

There are several differences between the 
classical reuse-based planners and our system.  One 
novel feature of the system is the reuse of multiple 
plans. Other planners reuse only one plan. Plan 
matching in SPA is based on finding a mapping 
between the objects of the reuse candidate and       
the new problem for which the number of common 
goal atoms is highest. SPA does not use subgraph 
isomorphism.  SPA compares initial states to break 
ties.  We believe that initial belief state plays a major 
role in problem matching in conformant planning as 
the goal must be achieved from many fully-specified 
initial states.  NOLIMIT [Veloso 1994] is a system 
based on derivational analogy.  It stores additional 
information besides the plans in the library, e.g. a list 
of failed alternatives. 

The reuse system is sound.  This can be easily 
proved by showing that the plan modifier unit always 
produces action sequences applicable in new  and 

t  output by the plan simulator. CFF is sound and 
complete for a subset of ADL (Action Description 
Language).  Therefore, the concatenation of r  and 
the partial plan generated by CFF is also sound.  The 
reuse system is not complete because the belief state 
output by plan simulator may be a dead end. The 
system is complete on the six domains used in the 
empirical evaluation as they do not have dead ends. 
We discuss one approach to make the system 
complete without always discarding the reuse-based 
partial plan next. Let 0  be same as new . Let 

s321  be the sequence of states produced 
by application of rC  in 0  before invoking CFF.   
If a complete generative planner fails to solve 

, 1≤i ≤ s, it can attempt 
1 newnewi− , starting from i=s.  In the worst 

case this means attempting plan generation from 
new  after spending lot of time on the intermediate 

states generated by r .  Such backtracking is one 
way to make the reuse system complete. 
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6. CONCLUSION & FUTURE WORKS 
Since conformant planning is significantly 

harder than classical planning, it is worth exploring 
paradigms like plan reuse for scaling up conformant 
planning techniques.  We reported on the first system 
performing plan reuse for conformant planning.  The 
system uses numeric and graphical encodings of 
states along with domain-specific similarity metrics 
and an efficient subgraph isomorphism software      
to effectively retrieve a relevant plan.  It does not use 
domain-specific knowledge to modify retrieved 
plans.  The experimental results show that the plan 
reuse system solved many large conformant planning 
problems that two other highly efficient generative 
conformant planners did not.  The plan reuse system 
was significantly faster than them on many problems. 
The empirical results show that plan reuse is effective 
in scaling up conformant planning techniques.  



For future works, different types of similarity 
measures should be investigated more to make       
the matching process more effective.  Regarding of 
completeness, the current system is not guaranteed  
to find a plan for a conformant planning problem 
when there is one.  The plan reuse system fails to 
find a plan for a new problem if there is a part of the 
reused plan that leads to a dead end belief state.  
Dead end state is a state that cannot have a plan 
leading to the goal state.  This can happen when 
actions have effects that are not invertible.  This issue 
needs to be investigated further.  There is still more 
works to do to improve the performance of plan  
reuse system, but the current system is promising and 
the performance is comparable to other conformant 
planners. 
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